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Sim2Real (Discussion)

Train policy in simulation, and then deploy in the real world

Let’s assume we want to learn policies,
• Odd: what are some of the advantages of sim2real?
• Even: what are some of the short-comings of sim2real?





Getting Sim2Real to Work

Minimizing the domain gap
• sensing

• data augmentation (aka domain randomization)
• building rich simulators
• use modalities that are easier to simulate
• domain adaptation

• actuation
• operating at the appropriate level of abstraction



Simulator based on scans of 
Real World Environments

Gupta et al., CVPR 2017. Cognitive Mapping and Planning for Visual Navigation
Armeni et al. CVPR 2016. 3D Semantic Parsing of Large-Scale Indoor Spaces

Simulate robot views 
and motion

Compute ground 
truth traversability

Building Rich Simulators



Building Rich Simulators

https://www.youtube.com/watch?v=Ebyz8xxoK1w


Building Rich Simulators

The Replica Dataset: A Digital Replica of Indoor Spaces



Data Augmentation

Domain Randomization for Transferring Deep Neural Networks from
Simulation to the Real World

Josh Tobin1, Rachel Fong2, Alex Ray2, Jonas Schneider2, Wojciech Zaremba2, Pieter Abbeel3

Abstract— Bridging the ‘reality gap’ that separates simulated
robotics from experiments on hardware could accelerate robotic
research through improved data availability. This paper ex-
plores domain randomization, a simple technique for training
models on simulated images that transfer to real images by ran-
domizing rendering in the simulator. With enough variability in
the simulator, the real world may appear to the model as just
another variation. We focus on the task of object localization,
which is a stepping stone to general robotic manipulation
skills. We find that it is possible to train a real-world object
detector that is accurate to 1.5 cm and robust to distractors
and partial occlusions using only data from a simulator with
non-realistic random textures. To demonstrate the capabilities
of our detectors, we show they can be used to perform grasping
in a cluttered environment. To our knowledge, this is the first
successful transfer of a deep neural network trained only on
simulated RGB images (without pre-training on real images)
to the real world for the purpose of robotic control.

I. INTRODUCTION

Performing robotic learning in a physics simulator could
accelerate the impact of machine learning on robotics by
allowing faster, more scalable, and lower-cost data collection
than is possible with physical robots. Learning in simula-
tion is especially promising for building on recent results
using deep reinforcement learning to achieve human-level
performance on tasks like Atari [27] and robotic control
[21], [38]. Deep reinforcement learning employs random
exploration, which can be dangerous on physical hardware. It
often requires hundreds of thousands or millions of samples
[27], which could take thousands of hours to collect, making
it impractical for many applications. Ideally, we could learn
policies that encode complex behaviors entirely in simulation
and successfully run those policies on physical robots with
minimal additional training.

Unfortunately, discrepancies between physics simulators
and the real world make transferring behaviors from sim-
ulation challenging. System identification, the process of
tuning the parameters of the simulation to match the behavior
of the physical system, is time-consuming and error-prone.
Even with strong system identification, the real world has
unmodeled physical effects like nonrigidity, gear backlash,
wear-and-tear, and fluid dynamics that are not captured by
current physics simulators. Furthermore, low-fidelity sim-
ulated sensors like image renderers are often unable to
reproduce the richness and noise produced by their real-
world counterparts. These differences, known collectively as
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Fig. 1. Illustration of our approach. An object detector is trained on
hundreds of thousands of low-fidelity rendered images with random camera
positions, lighting conditions, object positions, and non-realistic textures.
At test time, the same detector is used in the real world with no additional
training.

the reality gap, form the barrier to using simulated data on
real robots.

This paper explores domain randomization, a simple but
promising method for addressing the reality gap. Instead of
training a model on a single simulated environment, we
randomize the simulator to expose the model to a wide
range of environments at training time. The purpose of this
work is to test the following hypothesis: if the variability in
simulation is significant enough, models trained in simulation
will generalize to the real world with no additional training.

Though in principle domain randomization could be ap-
plied to any component of the reality gap, we focus on the
challenge of transferring from low-fidelity simulated camera
images. Robotic control from camera pixels is attractive due
to the low cost of cameras and the rich data they provide, but
challenging because it involves processing high-dimensional
input data. Recent work has shown that supervised learning
with deep neural networks is a powerful tool for learning
generalizable representations from high-dimensional inputs
[20], but deep learning relies on a large amount of labeled
data. Labeled data is difficult to obtain in the real world
for precise robotic manipulation behaviors, but it is easy to
generate in a physics simulator.

We focus on the task of training a neural network to
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Abstract— Bridging the ‘reality gap’ that separates simulated
robotics from experiments on hardware could accelerate robotic
research through improved data availability. This paper ex-
plores domain randomization, a simple technique for training
models on simulated images that transfer to real images by ran-
domizing rendering in the simulator. With enough variability in
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which is a stepping stone to general robotic manipulation
skills. We find that it is possible to train a real-world object
detector that is accurate to 1.5 cm and robust to distractors
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non-realistic random textures. To demonstrate the capabilities
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in a cluttered environment. To our knowledge, this is the first
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simulated RGB images (without pre-training on real images)
to the real world for the purpose of robotic control.

I. INTRODUCTION

Performing robotic learning in a physics simulator could
accelerate the impact of machine learning on robotics by
allowing faster, more scalable, and lower-cost data collection
than is possible with physical robots. Learning in simula-
tion is especially promising for building on recent results
using deep reinforcement learning to achieve human-level
performance on tasks like Atari [27] and robotic control
[21], [38]. Deep reinforcement learning employs random
exploration, which can be dangerous on physical hardware. It
often requires hundreds of thousands or millions of samples
[27], which could take thousands of hours to collect, making
it impractical for many applications. Ideally, we could learn
policies that encode complex behaviors entirely in simulation
and successfully run those policies on physical robots with
minimal additional training.

Unfortunately, discrepancies between physics simulators
and the real world make transferring behaviors from sim-
ulation challenging. System identification, the process of
tuning the parameters of the simulation to match the behavior
of the physical system, is time-consuming and error-prone.
Even with strong system identification, the real world has
unmodeled physical effects like nonrigidity, gear backlash,
wear-and-tear, and fluid dynamics that are not captured by
current physics simulators. Furthermore, low-fidelity sim-
ulated sensors like image renderers are often unable to
reproduce the richness and noise produced by their real-
world counterparts. These differences, known collectively as
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Fig. 1. Illustration of our approach. An object detector is trained on
hundreds of thousands of low-fidelity rendered images with random camera
positions, lighting conditions, object positions, and non-realistic textures.
At test time, the same detector is used in the real world with no additional
training.

the reality gap, form the barrier to using simulated data on
real robots.

This paper explores domain randomization, a simple but
promising method for addressing the reality gap. Instead of
training a model on a single simulated environment, we
randomize the simulator to expose the model to a wide
range of environments at training time. The purpose of this
work is to test the following hypothesis: if the variability in
simulation is significant enough, models trained in simulation
will generalize to the real world with no additional training.

Though in principle domain randomization could be ap-
plied to any component of the reality gap, we focus on the
challenge of transferring from low-fidelity simulated camera
images. Robotic control from camera pixels is attractive due
to the low cost of cameras and the rich data they provide, but
challenging because it involves processing high-dimensional
input data. Recent work has shown that supervised learning
with deep neural networks is a powerful tool for learning
generalizable representations from high-dimensional inputs
[20], but deep learning relies on a large amount of labeled
data. Labeled data is difficult to obtain in the real world
for precise robotic manipulation behaviors, but it is easy to
generate in a physics simulator.

We focus on the task of training a neural network to
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Demonstrate that with enough 
variations during training, models 
trained in simulation can transfer to 
real world for estimating object 
locations.



Data Augmentation

https://www.youtube.com/watch?v=cwaqjlnRq5Q


Data Augmentation

CAD2RL: Real Single-Image Flight Without a
Single Real Image
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Training entirely in simulation Test in real world

Fig. 1. We propose the Collision Avoidance via Deep Reinforcement Learning algorithm for indoor flight which is entirely trained in a simulated CAD
environment. Left: CAD2RL uses single image inputs from a monocular camera, is exclusively trained in simulation, and does not see any real images at
training time. Training is performed using a Monte Carlo policy evaluation method, which performs rollouts for multiple actions from each initial state and
trains a deep network to predict long-horizon collision probabilities of each action. Right: CAD2RL generalizes to real indoor flight.

Abstract—Deep reinforcement learning has emerged as a
promising and powerful technique for automatically acquiring
control policies that can process raw sensory inputs, such as
images, and perform complex behaviors. However, extending
deep RL to real-world robotic tasks has proven challenging,
particularly in safety-critical domains such as autonomous flight,
where a trial-and-error learning process is often impractical. In
this paper, we explore the following question: can we train vision-
based navigation policies entirely in simulation, and then transfer
them into the real world to achieve real-world flight without a
single real training image? We propose a learning method that
we call CAD2RL, which can be used to perform collision-free
indoor flight in the real world while being trained entirely on
3D CAD models. Our method uses single RGB images from
a monocular camera, without needing to explicitly reconstruct
the 3D geometry of the environment or perform explicit motion
planning. Our learned collision avoidance policy is represented by
a deep convolutional neural network that directly processes raw
monocular images and outputs velocity commands. This policy
is trained entirely on simulated images, with a Monte Carlo
policy evaluation algorithm that directly optimizes the network’s
ability to produce collision-free flight. By highly randomizing the
rendering settings for our simulated training set, we show that
we can train a policy that generalizes to the real world, without
requiring the simulator to be particularly realistic or high-fidelity.
We evaluate our method by flying a real quadrotor through in-
door environments, and further evaluate the design choices in our
simulator through a series of ablation studies on depth prediction.
For supplementary video see: https://youtu.be/nXBWmzFrj5s

I. INTRODUCTION

Indoor navigation and collision avoidance is one of the
basic requirements for robotic systems that must operate in
unstructured open-world environments, including quadrotors,
mobile manipulators, and other mobile robots. Many of the
most successful approaches to indoor navigation have used

.

mapping and localization techniques based on 3D percep-
tion, including SLAM [3], depth sensors [44], stereo cam-
eras [37], and monocular cameras using structure from mo-
tion [8]. The use of sophisticated sensors and specially mount-
ing multiple cameras on the robot imposes additional costs on
a robotic platform, which is a particularly prominent issue
for weight and power constrained systems such as lightweight
aerial vehicles. Monocular cameras, on the other hand, require
3D estimation from motion, which remains a challenging
open problem despite considerable recent progress [13, 20].
In this paper, we explore a learning-based approach for indoor
navigation, which directly predicts collision-free motor com-
mands from monocular images, without attempting to explic-
itly model or represent the 3D structure of the environment.
In contrast to previous learning-based navigation work [5],
our method uses reinforcement learning to obtain supervision
that accurately reflects the actual probabilities of collision,
instead of separating out obstacle detection and control. The
probability of future collision is predicted from raw monocular
images using deep convolutional neural networks.

Using reinforcement learning (RL) to learn collision avoid-
ance, especially with high-dimensional representations such as
deep neural networks, presents a number of major challenges.
First, RL tends to be data-intensive, making it difficult to use
with platforms such as aerial vehicles, which have limited
flight time and require time-consuming battery changes. Sec-
ond, RL relies on trial-and-error, which means that, in order to
learn to avoid collisions, the vehicle must experience at least
a limited number of collisions during training. This can be
extremely problematic for fragile robots such as quadrotors.

A promising avenue for addressing these challenges is to
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https://www.youtube.com/watch?v=nXBWmzFrj5s


Modalities that have smaller domain gapReal-Time Human Pose Recognition in Parts from Single Depth Images
Jamie Shotton Andrew Fitzgibbon Mat Cook Toby Sharp Mark Finocchio

Richard Moore Alex Kipman Andrew Blake
Microsoft Research Cambridge & Xbox Incubation

Abstract
We propose a new method to quickly and accurately pre-

dict 3D positions of body joints from a single depth image,
using no temporal information. We take an object recog-
nition approach, designing an intermediate body parts rep-
resentation that maps the difficult pose estimation problem
into a simpler per-pixel classification problem. Our large
and highly varied training dataset allows the classifier to
estimate body parts invariant to pose, body shape, clothing,
etc. Finally we generate confidence-scored 3D proposals of
several body joints by reprojecting the classification result
and finding local modes.

The system runs at 200 frames per second on consumer
hardware. Our evaluation shows high accuracy on both
synthetic and real test sets, and investigates the effect of sev-
eral training parameters. We achieve state of the art accu-
racy in our comparison with related work and demonstrate
improved generalization over exact whole-skeleton nearest
neighbor matching.

1. Introduction
Robust interactive human body tracking has applica-

tions including gaming, human-computer interaction, secu-
rity, telepresence, and even health-care. The task has re-
cently been greatly simplified by the introduction of real-
time depth cameras [16, 19, 44, 37, 28, 13]. However, even
the best existing systems still exhibit limitations. In partic-
ular, until the launch of Kinect [21], none ran at interactive
rates on consumer hardware while handling a full range of
human body shapes and sizes undergoing general body mo-
tions. Some systems achieve high speeds by tracking from
frame to frame but struggle to re-initialize quickly and so
are not robust. In this paper, we focus on pose recognition
in parts: detecting from a single depth image a small set of
3D position candidates for each skeletal joint. Our focus on
per-frame initialization and recovery is designed to comple-
ment any appropriate tracking algorithm [7, 39, 16, 42, 13]
that might further incorporate temporal and kinematic co-
herence. The algorithm presented here forms a core com-
ponent of the Kinect gaming platform [21].

Illustrated in Fig. 1 and inspired by recent object recog-
nition work that divides objects into parts (e.g. [12, 43]),
our approach is driven by two key design goals: computa-
tional efficiency and robustness. A single input depth image
is segmented into a dense probabilistic body part labeling,
with the parts defined to be spatially localized near skeletal

depth image body parts 3D joint proposals 

Figure 1. Overview. From an single input depth image, a per-pixel
body part distribution is inferred. (Colors indicate the most likely
part labels at each pixel, and correspond in the joint proposals).
Local modes of this signal are estimated to give high-quality pro-
posals for the 3D locations of body joints, even for multiple users.

joints of interest. Reprojecting the inferred parts into world
space, we localize spatial modes of each part distribution
and thus generate (possibly several) confidence-weighted
proposals for the 3D locations of each skeletal joint.

We treat the segmentation into body parts as a per-pixel
classification task (no pairwise terms or CRF have proved
necessary). Evaluating each pixel separately avoids a com-
binatorial search over the different body joints, although
within a single part there are of course still dramatic dif-
ferences in the contextual appearance. For training data,
we generate realistic synthetic depth images of humans of
many shapes and sizes in highly varied poses sampled from
a large motion capture database. We train a deep ran-
domized decision forest classifier which avoids overfitting
by using hundreds of thousands of training images. Sim-
ple, discriminative depth comparison image features yield
3D translation invariance while maintaining high computa-
tional efficiency. For further speed, the classifier can be run
in parallel on each pixel on a GPU [34]. Finally, spatial
modes of the inferred per-pixel distributions are computed
using mean shift [10] resulting in the 3D joint proposals.

An optimized implementation of our algorithm runs in
under 5ms per frame (200 frames per second) on the Xbox
360 GPU, at least one order of magnitude faster than exist-
ing approaches. It works frame-by-frame across dramati-
cally differing body shapes and sizes, and the learned dis-
criminative approach naturally handles self-occlusions and

1

Fig. 3: Dex-Net 2.0 pipeline for training dataset generation. (Left) The database contains 1,500 3D object mesh models. (Top) For each object, we sample
hundreds of parallel-jaw grasps to cover the surface and evaluate robust analytic grasp metrics using sampling. For each stable pose of the object we associate
a set of grasps that are perpendicular to the table and collision-free for a given gripper model. (Bottom) We also render point clouds of each object in each
stable pose, with the planar object pose and camera pose sampled uniformly at random. Every grasp for a given stable pose is associated with a pixel location
and orientation in the rendered image. (Right) Each image is rotated, translated, cropped, and scaled to align the grasp pixel location with the image center
and the grasp axis with the middle row of the image, creating a 32⇥ 32 grasp image. The full dataset contains over 6.7 million grasp images.

Distribution Description

p(�) truncated Gaussian distribution over friction coefficients
p(O) discrete uniform distribution over 3D object models

p(To|O)
continuous uniform distribution over the discrete set of

object stable poses and planar poses on the table surface

p(Tc)
continuous uniform distribution over spherical coordinates

for radial bounds [r`, ru] and polar angle in [0, �]

TABLE I: Details of the distributions used in the Dex-Net 2.0 graphical model
for generating the Dex-Net training dataset.

We model the state distribution as

p(x) = p(�)p(O)p(To|O)p(Tc)

where the distributions are detailed in Table I. Our grasp
candidate model p(u | x) is a uniform distribution over
pairs of antipodal contact points on the object surface that
form a grasp axis parallel to the table plane. Our observation
model is y = ↵ŷ + ✏ where ŷ is a rendered depth image
for a given object in a given pose, ↵ is a Gamma random
variable modeling depth-proportional noise, and ✏ is zero-mean
Gaussian Process noise over pixel coordinates with bandwidth
` and measurement noise � modeling additive noise [35]. We
model grasp success as:

S(u,x) =

⇢
1 EQ > � and collfree(u,x)
0 otherwise

where EQ is the robust epsilon quality defined in [51], a
variant of the pose error robust metric [56] that includes
uncertainty in friction and gripper pose, and collfree(u,x)
indicates that the gripper does not collide with the object or
table. The supplemental file details the parameters of these
distributions.

2) Database: Dex-Net 2.0 contains 6.7 million datapoints
generated using the pipeline of Fig. 3.

3D Models. The dataset contains a subset of 1,500 mesh
models from Dex-Net 1.0: 1,371 synthetic models from

3DNet [57] and 129 laser scans from the KIT object
database [26]. Each mesh is aligned to a standard frame of
reference using the principal axes, rescaled to fit within a
gripper width of 5.0cm (the opening width of an ABB YuMi
gripper), and assigned a mass of 1.0kg centered in the object
bounding box since some meshes are nonclosed. For each
object we also compute a set of stable poses [12] and store all
stable poses with probability of occurence above a threshold.

Parallel-Jaw Grasps. Each object is labeled with a set of up
to 100 parallel-jaw grasps. The grasps are sampled using the
rejection sampling method for antipodal point pairs developed
in Dex-Net 1.0 [34] with constraints to ensure coverage
of the object surface [33]. For each grasp we evaluate the
expected epsilon quality EQ [42] under object pose, gripper
pose, and friction coefficient uncertainty using Monte-Carlo
sampling [51],

Rendered Point Clouds. Every object is also paired with a
set of 2.5D point clouds (depth images) for each object stable
pose, with camera poses and planar object poses sampled
according to the graphical model described in Section IV-A1.
Images are rendered using a pinhole camera model and per-
spective projection with known camera intrinsics, and each
rendered image is centered on the object of interest using pixel
transformations. Noise is added to the images during training
as described in Section IV-B3.

B. Grasp Quality Convolutional Neural Network
1) Architecture: The Grasp Quality Convolutional Neural

Network (GQ-CNN) architecture, illustrated in Fig. 4 and
detailed in the caption, defines the set of parameters ⇥ used
to represent the grasp robustness function Q✓. The GQ-CNN
takes as input the gripper depth from the camera z and a
depth image centered on the grasp center pixel v = (i, j) and
aligned with the grasp axis orientation '. The image-gripper
alignment removes the need to learn rotational invariances that
can be modeled by known, computationally-efficient image

eg. depth

eg. semantic segmentation masks

Figure 1: System architecture. The autonomous driving system comprises three modules: a percep-
tion module implemented by an encoder-decoder network, a command-conditional driving policy
implemented by a branched convolutional network, and a low-level PID controller.

Research on transfer of driving policies can be traced back to the seminal work of Pomerleau [37],
who trained a neural network for lane following using synthetic road images and then deployed it
on a physical vehicle. This early work is inspiring, but is restricted to rudimentary lane following.
More recently, Michels et al. [31] trained an obstacle avoidance policy in simulation and transferred
it onto a small robotic vehicle via an intermediate depth-based representation. While their approach
supports obstacle avoidance, it is not sufficient for urban driving, which requires more sophisticated
perception and planning.

Sadeghi and Levine [42] perform transfer for UAV collision avoidance in hallways, using a high-
quality 3D simulation with extensive domain randomization. This work is inspiring, but may be
challenging to apply to outdoor urban driving, due to the high complexity of perception, planning,
and control in this setting. Our work investigates a complementary approach that uses modularity
to encapsulate the policy and abstract some of the nuisance factors that were tackled explicitly by
Sadeghi and Levine via domain randomization. Pan et al. [34] use generative adversarial networks
to adapt driving models from simulation to real images, and demonstrate improved performance on
predicting human control commands, but do not validate their ideas with actual driving.

Driving policies. Autonomous driving systems are commonly implemented via modular pipelines
that comprise a multitude of carefully engineered components [14, 26, 33, 49]. The advantage of this
modular design is that each component can be developed in isolation, and the system is relatively
easy to analyze and interpret. One downside is that such architectures can lead to accumulation of
error. Thus each component requires careful and time-consuming engineering.

Deep learning provides an appealing alternative to hand-designed modular pipelines. Robotic ve-
hicles equipped with neural network policies trained via imitation learning have been demonstrated
to perform lane following [37, 3], off-road driving [25, 44], and navigation in simple urban en-
vironments [8]. However, training these methods in the physical world requires expensive and
time-consuming data collection. Reinforcement learning in particular is known for its high sample
complexity and is conducted mainly in simulation [32, 13, 12]. Application of deep reinforcement
learning to real vehicles has only been demonstrated in restricted environments [23].

Finally, some approaches have explored the space between traditional modular pipelines and end-
to-end learning. Hadsell et al. [17] train a perception system via self-supervised learning and use it
in a standard navigation pipeline. Chen et al. [6] decompose the driving problem into predicting af-
fordances and then executing a policy based on these. Concurrent work by Hong et al. [20] explores
a direction similar to our approach, but focuses on reinforcement learning in indoor environments.
Our work also aims to combine the best of traditional and end-to-end approaches. In particular, we
demonstrate that modularity allows transferring learned driving policies from simulation to reality.

3 Method

We address the problem of autonomous urban driving based on a monocular camera feed. The
overall architecture of the proposed driving system is illustrated in Figure 1. The system consists of
three components: a perception module, a driving policy, and a low-level controller. The perception
module takes as input a raw RGB image and outputs a segmentation map. The driving policy then
takes this segmentation as input and produces waypoints indicating the desired local trajectory of
the vehicle. The low-level controller, given the waypoints, generates the controls: steering angle and
throttle. We now describe each of the three modules in detail.

3

Real-Time Human Pose Recognition in Parts from Single Depth Images. Shotton et al. CVPR 2011
DexNet 2.0. Mahler et al. 2017
Driving Policy Transfer via Modularity and Abstraction. Müller et al. CoRL 2018
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Adversarial discriminative domain adaptation E Tzeng, J Hoffman, K Saenko, T Darrell. ICCV 2017.
Cycada: Cycle-consistent adversarial domain adaptation. J Hoffman, et al. ICML 2018.

ML techniques to learn representations that are invariant to domain gap
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Abstract

Domain adaptation is critical for success in new,
unseen environments. Adversarial adaptation
models have shown tremendous progress towards
adapting to new environments by focusing either
on discovering domain invariant representations
or by mapping between unpaired image domains.
While feature space methods are difficult to in-
terpret and sometimes fail to capture pixel-level
and low-level domain shifts, image space methods
sometimes fail to incorporate high level semantic
knowledge relevant for the end task. We propose
a model which adapts between domains using
both generative image space alignment and latent
representation space alignment. Our approach,
Cycle-Consistent Adversarial Domain Adaptation
(CyCADA), guides transfer between domains ac-
cording to a specific discriminatively trained task
and avoids divergence by enforcing consistency
of the relevant semantics before and after adap-
tation. We evaluate our method on a variety of
visual recognition and prediction settings, includ-
ing digit classification and semantic segmentation
of road scenes, advancing state-of-the-art perfor-
mance for unsupervised adaptation from synthetic
to real world driving domains.

1. Introduction

Deep neural networks excel at learning from large amounts
of data, but can be poor at generalizing learned knowledge
to new datasets or environments. Even a slight departure
from a network’s training domain can cause it to make
spurious predictions and significantly hurt its performance
(Tzeng et al., 2017). The visual domain shift from non-
photorealistic synthetic data to real images presents an even
more significant challenge. While we would like to train

1EECS and BAIR, UC Berkeley 2Openai (work done while
at UC Berkeley) 3CS Department, Boston University. Correspon-
dence to: Judy Hoffman <jhoffman@eecs.berkeley.edu>.

Proceedings of the 35 th International Conference on Machine
Learning, Stockholm, Sweden, PMLR 80, 2018. Copyright 2018
by the author(s).

Pixel accuracy on 
target 
Source-only:         
Adapted (ours):

    Source image (GTA5)  Adapted source image (Ours)          Target image (CityScapes)

    Source images (SVHN)        Adapted source images (Ours)         Target images (MNIST) 

Accuracy on target 
Source-only: 
Adapted (ours):

67.1% 
90.4%

54.0% 
83.6%

Figure 1: We propose CyCADA, an adversarial unsuper-
vised adaptation algorithm which uses cycle and semantic
consistency to perform adaptation at multiple levels in a
deep network. Our model provides significant performance
improvements over source model baselines.

models on large amounts of synthetic data such as data
collected from graphics game engines, such models fail to
generalize to real-world imagery. For example, a state-of-
the-art semantic segmentation model trained on synthetic
dashcam data fails to segment the road in real images, and its
overall per-pixel label accuracy drops from 93% (if trained
on real imagery) to 54% (if trained only on synthetic data,
see Table 6).

Feature-level unsupervised domain adaptation methods ad-
dress this problem by aligning the features extracted from
the network across the source (e.g. synthetic) and target
(e.g. real) domains, without any labeled target samples.
Alignment typically involves minimizing some measure of
distance between the source and target feature distributions,
such as maximum mean discrepancy (Long & Wang, 2015),
correlation distance (Sun & Saenko, 2016), or adversarial
discriminator accuracy (Ganin & Lempitsky, 2015; Tzeng
et al., 2017). This class of techniques suffers from two main
limitations. First, aligning marginal distributions does not
enforce any semantic consistency, e.g. target features of a
car may be mapped to source features of a bicycle. Second,
alignment at higher levels of a deep representation can fail
to model aspects of low-level appearance variance which
are crucial for the end visual task.

Generative pixel-level domain adaptation models perform
similar distribution alignment—not in feature space but
rather in raw pixel space—translating source data to the
“style” of a target domain. Recent methods can learn to
translate images given only unsupervised data from both
domains (Bousmalis et al., 2017b; Shrivastava et al., 2017;

CyCADA: Cycle-Consistent Adversarial Domain Adaptation

Judy Hoffman
1

Eric Tzeng
1

Taesung Park
1

Jun-Yan Zhu
1

Phillip Isola
1 2

Kate Saenko
3

Alexei A. Efros
1

Trevor Darrell
1

Abstract

Domain adaptation is critical for success in new,
unseen environments. Adversarial adaptation
models have shown tremendous progress towards
adapting to new environments by focusing either
on discovering domain invariant representations
or by mapping between unpaired image domains.
While feature space methods are difficult to in-
terpret and sometimes fail to capture pixel-level
and low-level domain shifts, image space methods
sometimes fail to incorporate high level semantic
knowledge relevant for the end task. We propose
a model which adapts between domains using
both generative image space alignment and latent
representation space alignment. Our approach,
Cycle-Consistent Adversarial Domain Adaptation
(CyCADA), guides transfer between domains ac-
cording to a specific discriminatively trained task
and avoids divergence by enforcing consistency
of the relevant semantics before and after adap-
tation. We evaluate our method on a variety of
visual recognition and prediction settings, includ-
ing digit classification and semantic segmentation
of road scenes, advancing state-of-the-art perfor-
mance for unsupervised adaptation from synthetic
to real world driving domains.

1. Introduction

Deep neural networks excel at learning from large amounts
of data, but can be poor at generalizing learned knowledge
to new datasets or environments. Even a slight departure
from a network’s training domain can cause it to make
spurious predictions and significantly hurt its performance
(Tzeng et al., 2017). The visual domain shift from non-
photorealistic synthetic data to real images presents an even
more significant challenge. While we would like to train
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Accuracy on target 
Source-only: 
Adapted (ours):

67.1% 
90.4%

54.0% 
83.6%

Figure 1: We propose CyCADA, an adversarial unsuper-
vised adaptation algorithm which uses cycle and semantic
consistency to perform adaptation at multiple levels in a
deep network. Our model provides significant performance
improvements over source model baselines.

models on large amounts of synthetic data such as data
collected from graphics game engines, such models fail to
generalize to real-world imagery. For example, a state-of-
the-art semantic segmentation model trained on synthetic
dashcam data fails to segment the road in real images, and its
overall per-pixel label accuracy drops from 93% (if trained
on real imagery) to 54% (if trained only on synthetic data,
see Table 6).

Feature-level unsupervised domain adaptation methods ad-
dress this problem by aligning the features extracted from
the network across the source (e.g. synthetic) and target
(e.g. real) domains, without any labeled target samples.
Alignment typically involves minimizing some measure of
distance between the source and target feature distributions,
such as maximum mean discrepancy (Long & Wang, 2015),
correlation distance (Sun & Saenko, 2016), or adversarial
discriminator accuracy (Ganin & Lempitsky, 2015; Tzeng
et al., 2017). This class of techniques suffers from two main
limitations. First, aligning marginal distributions does not
enforce any semantic consistency, e.g. target features of a
car may be mapped to source features of a bicycle. Second,
alignment at higher levels of a deep representation can fail
to model aspects of low-level appearance variance which
are crucial for the end visual task.

Generative pixel-level domain adaptation models perform
similar distribution alignment—not in feature space but
rather in raw pixel space—translating source data to the
“style” of a target domain. Recent methods can learn to
translate images given only unsupervised data from both
domains (Bousmalis et al., 2017b; Shrivastava et al., 2017;
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Figure 2: Cycle-consistent adversarial adaptation overview. By directly remapping source training data into the target
domain, we remove the low-level differences between the domains, ensuring that our task model is well-conditioned on
target data. We depict here the image-level adaptation as composed of the pixel GAN loss (green), the source cycle loss
(red), and the source and target semantic consistency losses (black dashed) – used when needed to prevent label flipping.
For clarity the target cycle is omitted. The feature-level adaptation is depicted as the feature GAN loss (orange) and the
source task loss (purple).

This objective ensures that GS!T , given source samples,
produces convincing target samples. In turn, this ability to
directly map samples between domains allows us to learn a
target model fT by minimizing Ltask(fT , GS!T (XS), YS)
(see Figure 2 green portion).

However, while previous approaches that optimized similar
objectives have shown effective results, in practice they can
often be unstable and prone to failure. Although the GAN
loss in Equation 2 ensures that GS!T (xs) for some xs will
resemble data drawn from XT , there is no way to guarantee
that GS!T (xs) preserves the structure or content of the
original sample xs.

In order to encourage the source content to be preserved dur-
ing the conversion process, we impose a cycle-consistency
constraint on our adaptation method (Zhu et al., 2017;
Yi et al., 2017; Kim et al., 2017) (see Figure 2 red por-
tion). To this end, we introduce another mapping from
target to source GT!S and train it according to the same
GAN loss LGAN(GT!S , DS , XS , XT ). We then require
that mapping a source sample from source to target and
back to the source reproduces the original sample, thereby
enforcing cycle-consistency. In other words, we want
GT!S(GS!T (xs)) ⇡ xs and GS!T (GT!S(xt)) ⇡ xt.
This is done by imposing an L1 penalty on the reconstruc-
tion error, which is referred to as the cycle-consistency loss:

Lcyc(GS!T ,GT!S , XS , XT ) = (3)
Exs⇠XS [||GT!S(GS!T (xs))� xs||1]
+ Ext⇠XT [||GS!T (GT!S(xt))� xt||1] .

Additionally, as we have access to source labeled data, we

explicitly encourage high semantic consistency before and
after image translation. This helps to prevent label flipping
described above and illustrated in Figure 4(a). We use the
pretrained source task model fS , as a noisy labeler by which
we encourage an image to be classified in the same way af-
ter translation as it was before translation according to this
classifier. Let us define the predicted label from a fixed clas-
sifier, f , for a given input X as p(f,X) = argmax(f(X)).
Then we can define the semantic consistency before and
after image translation as follows:

Lsem(GS!T ,GT!S , XS , XT , fS) = (4)
Ltask(fS , GT!S(XT ), p(fS , XT ))

+ Ltask(fS , GS!T (XS), p(fS , XS))

See Figure 2 black portion. This can be viewed as analogous
to content losses in style transfer (Gatys et al., 2016) or in
pixel adaptation (Taigman et al., 2017a), where the shared
content to preserve is dictated by the source task model fS .

Feature-level Adaptation. We have thus far described an
adaptation method which combines cycle consistency, se-
mantic consistency, and adversarial objectives to produce a
final target model. As a pixel-level method, the adversarial
objective consists of a discriminator which distinguishes
between two image sets, e.g. transformed source and real
target image. Note that we could also consider a feature-
level method which discriminates between the features or
semantics from two image sets as viewed under a task net-
work. This would amount to an additional feature level
GAN loss (see Figure 2 orange portion):

LGAN(fT , Dfeat, fS(GS!T (XS)), XT ). (5)
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(a) Test Image (b) Source Prediction (c) CyCADA Prediction (d) Ground Truth

Figure 5: GTA5 to CityScapes Semantic Segmentation. Each test CityScapes image (a) along with the corresponding
predictions from the source only model (b) and our CyCADA model (c) are shown and may be compared against the ground
truth annotation (d).
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Source only A 26.0 14.9 65.1 5.5 12.9 8.9 6.0 2.5 70.0 2.9 47.0 24.5 0.0 40.0 12.1 1.5 0.0 0.0 0.0 17.9 41.9 54.0
FCN-wld (Hoffman et al., 2016) A 70.4 32.4 62.1 14.9 5.4 10.9 14.2 2.7 79.2 21.3 64.6 44.1 4.2 70.4 8.0 7.3 0.0 3.5 0.0 27.1 - -
CDA (Zhang et al., 2017b) A 26.4 22.0 74.7 6.0 11.9 8.4 16.3 11.1 75.7 13.3 66.5 38.0 9.3 55.2 18.8 18.9 0.0 16.8 14.6 27.8 - -
FCTN (Zhang et al., 2017a) A 72.2 28.4 74.9 18.3 10.8 24.0 25.3 17.9 80.1 36.7 61.1 44.7 0.0 74.5 8.9 1.5 0.0 0.0 0.0 30.5 - -
CyCADA (Ours) A 85.2 37.2 76.5 21.8 15.0 23.8 22.9 21.5 80.5 31.3 60.7 50.5 9.0 76.9 17.1 28.2 4.5 9.8 0.0 35.4 73.8 83.6

Oracle - Target Supervised A 96.4 74.5 87.1 35.3 37.8 36.4 46.9 60.1 89.0 54.3 89.8 65.6 35.9 89.4 38.6 64.1 38.6 40.5 65.1 60.3 87.6 93.1

Source only B 42.7 26.3 51.7 5.5 6.8 13.8 23.6 6.9 75.5 11.5 36.8 49.3 0.9 46.7 3.4 5.0 0.0 5.0 1.4 21.7 47.4 62.5
CyCADA (Ours) B 79.1 33.1 77.9 23.4 17.3 32.1 33.3 31.8 81.5 26.7 69.0 62.8 14.7 74.5 20.9 25.6 6.9 18.8 20.4 39.5 72.4 82.3

Oracle - Target Supervised B 97.3 79.8 88.6 32.5 48.2 56.3 63.6 73.3 89.0 58.9 93.0 78.2 55.2 92.2 45.0 67.3 39.6 49.9 73.6 67.4 89.6 94.3

Table 4: Adaptation between GTA5 and Cityscapes, showing IoU for each class and mean IoU, freq-weighted IoU and pixel
accuracy. CyCADA significantly outperforms baselines, nearly closing the gap to the target-trained oracle on pixel accuracy.
We compare our model using two base semantic segmentation architectures (A) VGG16-FCN8s (Long et al., 2015) base
network and (B) DRN-26 (Yu et al., 2017).

(a) GTA5 (b) GTA5 ! Cityscapes (c) CityScapes (d) CityScapes ! GTA5

Figure 6: GTA5 to CityScapes Image Translation. Example images from the GTA5 (a) and Cityscapes (c) datasets,
alongside their image-space conversions to the opposite domain, (b) and (d), respectively. Our model achieves highly
realistic domain conversions.
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Figure 1. Overview: We consider the problem of navigation from a start position to a goal position. Our
approach (LB-WayPtNav) consists of a learning-based perception module and a dynamics model-based planning
module. The perception module predicts a waypoint based on the current first-person RGB image observation.
This waypoint is used by the model-based planning module to design a controller that smoothly regulates the
system to this waypoint. This process is repeated for the next image until the robot reaches the goal.

predictions about the environment from partial views (RGB images) of the environment, allowing
generalization to unknown environments. Leveraging underlying dynamics and feedback-based
control leads to smooth, continuous, and efficient trajectories that are naturally robust to variations
in physical properties and noise in actuation, allowing us to deploy our framework directly from
simulation to real-world. Furthermore, learning now does not need to spend interaction samples
to learn about the dynamics of the underlying system, and can exclusively focus on dealing with
generalization to unknown environments. To summarize, our key contributions are:

• an approach that combines learning and optimal control to robustly maneuver the robot in
novel, cluttered environments using only a single on-board RGB camera,

• through simulations and experiments on a mobile robot, we demonstrate that our approach is
better and more efficient at reaching the goals, results in smoother trajectories, as compared
to End-to-End learning, and more reliable than geometric mapping-based approaches,

• we demonstrate that our approach can be directly transferred from simulation to unseen,
real-world environments without any finetuning or data collection in the real-world,

• an optimal control method for generating optimal waypoints to support large-scale training
of deep neural networks for autonomous navigation without requiring any human labeling..

2 Related Work

An extensive body of research studies autonomous navigation. We cannot possibly hope to summarize
all these works here, but we attempt to discuss the most closely related approaches.

Classical Robot Navigation. Classical robotics has made significant progress by factorizing the
problem of robot navigation into sub-problems of mapping and localization [3, 4], path planning [5],
and trajectory tracking. Mapping estimates the 3D structure of the world (using RGB / RGB-D
images / LiDAR scans), which is used by a planner to compute paths to goal. However, such purely
geometric intermediate representations do not capture navigational affordances (such as: to go far
away, one should step into a hallway, etc.). Furthermore, mapping is challenging with just RGB
observations, and often unreliable even with active depth sensors (such as in presence of shiny or
thin objects, or in presence of strong ambient light) [1]. This motivates approaches that leverage
object and region semantics during mapping and planning [6, 7]; however, such semantics are often
hand-coded. Our work is similarly motivated, but instead of using geometry-based reasoning or
hand-crafted heuristics, we employ learning to directly predict good waypoints to convey the robot to
desired target locations. This also side-steps the need for explicit map-building.

End-to-End (E2E) Learning for Navigation. There has been a recent interest in employing end-to-
end learning for training policies for goal-driven navigation [8, 9, 10, 11]. The typical motivation
here is to incorporate semantics and common-sense reasoning into navigation policies. While Zhu et

2

Output:
a) way-points that are tracked 

using a LQR controller
b) angular and linear velocities

Table 2. Experiment setups, with top-views (obtained offline only for visualization), and sample images. Robot
starts at the blue dot, and has to arrive at the green dot. Path taken by LB-WayPtNav is shown in red.

Experiment 1 and 2 Experiment 3 Experiment 4

Navigation through cluttered en-
vironments: This tests if the robot
can skillfully pass through clutter
in the real world: a narrow hallway
with bikes on a bike-rack on one
side, and an open space with chairs
and sofas.

Leveraging navigation affor-
dances: This tests use of semantic
cue for effective navigation. Robot
starts inside a room facing a wall.
Robot needs to realize it must exit
the room through the doorway in
order to reach the target location.

Robustness to lighting condi-
tions: Experiment area is similar
to that used for experiment 1, but
experiment is performed during the
day when sunlight comes from the
windows. Robot needs to avoid ob-
jects to get to the goal.

Table 3. Quantitative Comparisons for Hardware Experiments: We deploy LB-WayPtNav and baselines
on a TurtleBot 2 hardware testbed for four navigation tasks for 5 trials per task. We report the success rate
(higher is better), average time to reach goal, jerk and acceleration along the robot trajectory (lower is better).

Agent Input Success (%) Time taken (s) Acceleration (m/s
2) Jerk (m/s

3)
LB-WayPtNav (our) RGB 95 22.93 ±2.38 0.09 ±0.01 3.01 ±0.38
End To End RGB 50 33.88 ±3.01 0.19 ±0.01 6.12 ±0.18
Mapping (memoryless) RGB-D 0 N/A N/A N/A
Mapping RGB-D + Spatial Memory 40 22.13 ±0.54 0.11 ±0.01 3.44 ±0.21

supplementary). These are known fundamental issues with depth sensors, that limit the performance
of classical navigation stacks that crucially rely on them.

Performance of LB-WayPtNav: In contrast, our proposed learning-based scheme that leverages
robot’s prior experience with similar objects, operates much better without need for extra instrumen-
tation in the form of depth sensors, and without building explicit maps, for the short-horizon tasks
that we considered. LB-WayPtNav is able to precisely control the robot through narrow hallways
with obstacles (as in experiment 1 and 2) while maintaining a smooth trajectory at all times. This
is particularly striking, as the dynamics model used in simulation is only a crude approximation
of the physics of a real robot (it does not include any mass and inertia effects, for example). The
LQR feedback controller compensates for these approximations, and enables the robot to closely
track the desired trajectory (to an accuracy of 4cm in experiment 1). LB-WayPtNav also successfully
leverages navigation cues (in experiment 3 when it exits the room through a doorway), even when
such a behavior was never hard-coded. Furthermore, thanks to the aggressive data augmentation,
LB-WayPtNav is able to perform well even under extreme lighting conditions as in Experiment 4.

Figure 4. LB-WayPtNav
can adapt to dynamic envi-
ronments.

Furthermore, LB-WayPtNav is agile and reactive. It can adapt to changes
in the environment. In an additional experiment (shown in Figure 4),
we change the environment as the robot executes its policy. The robot’s
goal is to go straight 6m. It must go around the brown chair. As the
policy is executed, we move the chair to repeatedly block the robot’s
path (we show the new chair locations in blue and purple, and mark the
corresponding positions of the robot at which the chair was moved by
same colors). We decrease the control horizon to 0.5s for this experiment
to allow for a faster visual feedback. The robot successfully reacts to the
moving obstacle and reaches the target without colliding.

8
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Policy action space:
a) torques
b) target joint velocities
c) target joint angles
d) muscle activations
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Figure 2: Learning curves for each policy during 1 million iterations.

Only the actuator parameters for MTUs are optimized with Algorithm 2, since the parameters for the
other actuation models are few and reasonably intuitive to determine. The initial actuator parameters
 0 are manually specified, while the initial policy parameters ✓0 are randomly initialized. Each pass
optimizes  using CMA for 250 generations with 16 samples per generation, and ✓ is trained for
250k iterations. Parameters are initialized with values from the previous pass. The expected value
of each CMA sample of  is estimated using the average cumulative reward over 16 rollouts with a
duration of 10s each. Separate MTU parameters are optimized for each character and motion. Each
set of parameters is optimized for 6 passes following Algorithm 2, requiring approximately 50 hours.
Figure 5 illustrates the performance improvement per pass. Figure 6 compares the performance
of MTUs before and after optimization. For most examples, the optimized actuator parameters
significantly improve learning speed and final performance. For the sake of comparison, after a set of
actuator parameters has been optimized, a new policy is retrained with the new actuator parameters
and its performance compared to the other actuation models.

Policy Performance and Learning Speed: Figure 2 shows learning curves for the policies and
the performance of the final policies are summarized in Table 4. Performance is evaluated using
the normalized cumulative reward (NCR), calculated from the average cumulative reward over 32
episodes with lengths of 10s, and normalized by the maximum and minimum cumulative reward
possible for each episode. No discounting is applied when calculating the NCR. The initial state of
each episode is sampled from the reference motion according to p(s0). To compare learning speeds,
we use the normalized area under each learning curve (AUC) as a proxy for the learning speed of
a particular actuation model, where 0 represents the worst possible performance and no progress
during training, and 1 represents the best possible performance without requiring training.

PD performs well across all examples, achieving comparable-to-the-best performance for all mo-
tions. PD also learns faster than the other parameterizations for 5 of the 7 motions. The final per-
formance of Tor is among the poorest for all the motions. Differences in performance appear more
pronounced as characters become more complex. For the simple 7-link biped, most parameteriza-
tions achieve similar performance. However, for the more complex dog and raptor, the performance
of Tor policies deteriorate with respect to other policies such as PD and Vel. MTU policies often
exhibited the slowest learning speed, which may be a consequence of the higher dimensional action
spaces, i.e., requiring antagonistic muscle pairs, and complex muscle dynamics. Nonetheless, once
optimized, the MTU policies produce more natural motions and responsive behaviors as compared
to other parameterizations. We note that the naturalness of motions is not well captured by the re-
ward, since it primarily gauges similarity to the reference motion, which may not be representative
of natural responses when perturbed from the nominal trajectory.

Policy Robustness: To evaluate robustness, we recorded the NCR achieved by each policy when
subjected to external perturbations. The perturbations assume the form of random forces applied
to the trunk of the characters. Figure 3 illustrates the performance of the policies when subjected
to perturbations of different magnitudes. The magnitude of the forces are constant, but direction

6
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LEARNING LOCOMOTION SKILLS USING DEEPRL:
DOES THE CHOICE OF ACTION SPACE MATTER?

Xue Bin Peng & Michiel van de Panne

Department of Computer Science
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Vancouver, Canada
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ABSTRACT

The use of deep reinforcement learning allows for high-dimensional state descrip-
tors, but little is known about how the choice of action representation impacts
the learning difficulty and the resulting performance. We compare the impact of
four different action parameterizations (torques, muscle-activations, target joint
angles, and target joint-angle velocities) in terms of learning time, policy robust-
ness, motion quality, and policy query rates. Our results are evaluated on a gait-
cycle imitation task for multiple planar articulated figures and multiple gaits. We
demonstrate that the local feedback provided by higher-level action parameteriza-
tions can significantly impact the learning, robustness, and quality of the resulting
policies.

1 INTRODUCTION

The introduction of deep learning models to reinforcement learning (RL) has enabled policies to op-
erate directly on high-dimensional, low-level state features. As a result, deep reinforcement learning
(DeepRL) has demonstrated impressive capabilities, such as developing control policies that can
map from input image pixels to output joint torques (Lillicrap et al., 2015). However, the quality
and robustness often falls short of what has been achieved with hand-crafted action abstractions,
e.g., Coros et al. (2011); Geijtenbeek et al. (2013). Relatedly, the choice of action parameterization

is a design decision whose impact is not yet well understood.

Joint torques can be thought of as the most basic and generic representation for driving the move-
ment of articulated figures, given that muscles and other actuation models eventually result in joint
torques. However this ignores the intrinsic embodied nature of biological systems, particularly the
synergy between control and biomechanics. Passive-dynamics, such as elasticity and damping from
muscles and tendons, play an integral role in shaping motions: they provide mechanisms for energy
storage, and mechanical impedance which generates instantaneous feedback without requiring any
explicit computation. Loeb coins the term preflexes (Loeb, 1995) to describe these effects, and their
impact on motion control has been described as providing intelligence by mechanics (Blickhan et al.,
2007).

In this paper we explore the impact of four different actuation models on learning to control dynamic
articulated figure locomotion: (1) torques (Tor); (2) activations for musculotendon units (MTU); (3)
target joint angles for proportional-derivative controllers (PD); and (4) target joint velocities (Vel).
Because Deep RL methods are capable of learning control policies for all these models, it now
becomes possible to directly assess how the choice of actuation model affects the learning difficulty.
We also assess the learned policies with respect to robustness, motion quality, and policy query rates.
We show that action spaces which incorporate local feedback can significantly improve learning
speed and performance, while still preserving the generality afforded by torque-level control. Such
parameterizations also allow for more complex body structures and subjective improvements in
motion quality.

Our specific contributions are: (1) We introduce a DeepRL framework for motion imitation tasks;
(2) We evaluate the impact of four different actuation models on learned control policies according
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3 TASK REPRESENTATION

3.1 REFERENCE MOTION

In our task, the goal of a policy is to imitate a given reference motion {q⇤t } which consists of a
sequence of kinematic poses q⇤t in reduced coordinates. The reference velocity q̇⇤t at a given time
t is approximated by finite-difference q̇⇤t ⇡ q⇤t+4t�q⇤t

4t . Reference motions are generated via either
using a recorded simulation result from a preexisting controller (“Sim”), or via manually-authored
keyframes. Since hand-crafted reference motions may not be physically realizable, the goal is to
closely reproduce a motion while satisfying physical constraints.

3.2 STATES

To define the state of the agent, a feature transformation �(q, q̇) is used to extract a set of features
from the reduced-coordinate pose q and velocity q̇. The features consist of the height of the root
(pelvis) from the ground, the position of each link with respect to the root, and the center of mass
velocity of each link. When training a policy to imitate a cyclic reference motion {q⇤t }, knowledge of
the motion phase can help simplify learning. Therefore, we augment the state features with a set of
target features �(q⇤t , q̇t

⇤), resulting in a combined state represented by st = (�(qt, q̇t),�(q⇤t , q̇t
⇤)).

Similar results can also be achieved by providing a single motion phase variable as a state feature,
as we show in Figure 12 (supplemental material).

3.3 ACTIONS

We train separate policies for each of the four actuation models, as described below. Each actuation
model also has related actuation parameters, such as feedback gains for PD-controllers and muscu-
lotendon properties for MTUs. These parameters can be manually specified, as we do for the PD
and Vel models, or they can be optimized for the task at hand, as for the MTU models. Table 1
provides a list of actuator parameters for each actuation model.

Target Joint Angles (PD): Each action represents a set of target angles q̂, where q̂i specifies the
target angles for joint i. q̂ is applied to PD-controllers which compute torques according to ⌧ i =
kip(q̂

i � qi) + kid(ˆ̇q
i � q̇i), where ˆ̇qi = 0, and kip and kid are manually-specified gains.

Target Joint Velocities (Vel): Each action specifies a set of target velocities ˆ̇q which are used to
compute torques according to ⌧ i = kid(ˆ̇q

i � q̇i), where the gains kid are specified to be the same as
those used for target angles.

Torques (Tor): Each action directly specifies torques for every joint, and constant torques are ap-
plied for the duration of a control step. Due to torque limits, actions are bounded by manually
specified limits for each joint. Unlike the other actuation models, the torque model does not require
additional actuator parameters, and can thus be regarded as requiring the least amount of domain
knowledge. Torque limits are excluded from the actuator parameter set as they are common for all
parameterizations.

Muscle Activations (MTU): Each action specifies activations for a set of musculotendon units
(MTU). Detailed modeling and implementation information are available in Wang et al. (2012).
Each MTU is modeled as a contractile element (CE) attached to a serial elastic element (SE)
and parallel elastic element (PE). The force exerted by the MTU can be calculated according to
FMTU = FSE = FCE + FPE . Both FSE and FPE are modeled as passive springs, while FCE

is actively controlled according to FCE = aMTUF0fl(lCE)fv(vCE), with aMTU being the muscle
activation, F0 the maximum isometric force, lCE and vCE being the length and velocity of the con-
tractile element. The functions fl(lCE) and fv(vCE) represent the force-length and force-velocity
relationships, modeling the variations in the maximum force that can be exerted by a muscle as a
function of its length and contraction velocity. Analytic forms are available in Geyer et al. (2003).
Activations are bounded between [0, 1]. The length of each contractile element lCE are included
as state features. To simplify control and reduce the number of internal state parameters per MTU,
the policies directly control muscle activations instead of indirectly through excitations (Wang et al.,
2012).
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target features �(q⇤t , q̇t
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⇤)).

Similar results can also be achieved by providing a single motion phase variable as a state feature,
as we show in Figure 12 (supplemental material).
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and Vel models, or they can be optimized for the task at hand, as for the MTU models. Table 1
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i � q̇i), where ˆ̇qi = 0, and kip and kid are manually-specified gains.

Target Joint Velocities (Vel): Each action specifies a set of target velocities ˆ̇q which are used to
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plied for the duration of a control step. Due to torque limits, actions are bounded by manually
specified limits for each joint. Unlike the other actuation models, the torque model does not require
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knowledge. Torque limits are excluded from the actuator parameter set as they are common for all
parameterizations.

Muscle Activations (MTU): Each action specifies activations for a set of musculotendon units
(MTU). Detailed modeling and implementation information are available in Wang et al. (2012).
Each MTU is modeled as a contractile element (CE) attached to a serial elastic element (SE)
and parallel elastic element (PE). The force exerted by the MTU can be calculated according to
FMTU = FSE = FCE + FPE . Both FSE and FPE are modeled as passive springs, while FCE

is actively controlled according to FCE = aMTUF0fl(lCE)fv(vCE), with aMTU being the muscle
activation, F0 the maximum isometric force, lCE and vCE being the length and velocity of the con-
tractile element. The functions fl(lCE) and fv(vCE) represent the force-length and force-velocity
relationships, modeling the variations in the maximum force that can be exerted by a muscle as a
function of its length and contraction velocity. Analytic forms are available in Geyer et al. (2003).
Activations are bounded between [0, 1]. The length of each contractile element lCE are included
as state features. To simplify control and reduce the number of internal state parameters per MTU,
the policies directly control muscle activations instead of indirectly through excitations (Wang et al.,
2012).
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Legged robots pose one of the greatest challenges in
robotics. Dynamic and agile maneuvers of animals can-
not be imitated by existing methods that are crafted
by humans. A compelling alternative is reinforce-
ment learning, which requires minimal craftsmanship
and promotes the natural evolution of a control pol-
icy. However, so far, reinforcement learning research
for legged robots is mainly limited to simulation, and
only few and comparably simple examples have been
deployed on real systems. The primary reason is that
training with real robots, particularly with dynamically
balancing systems, is complicated and expensive. In
the present work, we report a new method for train-
ing a neural network policy in simulation and transfer-
ring it to a state-of-the-art legged system, thereby we
leverage fast, automated, and cost-effective data gener-
ation schemes. The approach is applied to the ANYmal
robot, a sophisticated medium-dog-sized quadrupedal
system. Using policies trained in simulation, the
quadrupedal machine achieves locomotion skills that
go beyond what had been achieved with prior methods:
ANYmal is capable of precisely and energy-efficiently
following high-level body velocity commands, running
faster than ever before, and recovering from falling
even in complex configurations.

https://doi.org/10.1126/scirobotics.aau5872

INTRODUCTION

Legged robotic systems are attractive alternatives to
tracked/wheeled robots for applications in rough terrain
and complex cluttered environments. Their freedom to choose
contact points with the environment enables them to overcome
obstacles comparable to their leg length. With such capabilities,
legged robots may one day rescue people in forests and
mountains, climb stairs to carry payloads in construction sites,
inspect unstructured underground tunnels, and explore other
planets. Legged systems have the potential to perform any
physical activity humans and animals are capable of.

A variety of legged systems are being developed in the effort
to take us closer to this vision of the future. Boston Dynamics
introduced a series of robots equipped with hydraulic actua-
tors [1, 2]. These have advantages in operation since they are
powered by conventional fuel with high energy density. How-
ever, systems of this type cannot be scaled down (usually >

40 kg) and generate smoke and noise, limiting them to outdoor
environments. Another family of legged systems is equipped
with electric actuators, which are better suited to indoor environ-
ments. MIT Cheetah [3] is one of the most promising legged sys-
tems of this kind. It is a fast, efficient, and powerful quadrupedal
robot designed with advanced actuation technology. However,
it is a research platform optimized mainly for speed and has
not been thoroughly evaluated with respect to battery life, turn-
ing capability, mechanical robustness, and outdoor applicability.
Boston Dynamics’ newly introduced robot, SpotMini, is also
driven by electric actuators and is designed for both indoor and
outdoor applications. Although the details have not been dis-
closed, a series of public demonstrations and media releases [4]
are convincing evidence of its applicability to real-world oper-
ation. The platform used in this work, ANYmal [5], is another
promising quadrupedal robot powered by electric actuators. Its
bioinspired actuator design makes it robust against impact while
allowing accurate torque measurement at the joints. However,
the complicated actuator design increases cost and compromises
the power output of the robot.

Designing control algorithms for these hardware platforms
remains exceptionally challenging. From the control perspective,
these robots are high-dimensional and non-smooth systems with
many physical constraints. The contact points change over the
course of time and depending on the maneuver being executed
and, therefore, cannot be prespecified. Analytical models of the
robots are often inaccurate and cause uncertainties in the dy-
namics. A complex sensor suite and multiple layers of software
bring noise and delays to information transfer. Conventional
control theories are often insufficient to deal with these problems
effectively. Specialized control methods developed to tackle this
complex problem typically require a lengthy design process and
arduous parameter tuning.

The most popular approach to controlling physical legged
systems is modular controller design. This method breaks the
control problem down into smaller submodules that are largely
decoupled and are therefore easier to manage. Each module is
based on template dynamics [6] or heuristics and generates ref-
erence values for the next module. For example, some popular
approaches [7–10] use a template-dynamics-based control mod-
ule that approximates the robot as a point mass with a massless
limb to compute the next foothold position. Given the foothold
positions, the next module computes a parameterized trajectory
for the foot to follow. The last module tracks the trajectory with
a simple Proportional-Integral-Derivative (PID) controller. Since
the outputs of these modules are physical quantities, such as
body height or foot trajectory, each module can be individually
hand-tuned. Approaches of this type have achieved impressive
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• Successful demonstration of sim2real for quadruped locomotion
• RL inside a learned simulation for successful transfer
• Case study of how to get sim2real to work in realistic scenarios
• Combining classical physics contact dynamics with learned models 

for actuation



ANYmal

Controlled via SEA motors, 
hard to analytically model

• Faster, more energy efficient 
motion than hand-crafted 
controllers

• Robust recovery motions

https://www.youtube.com/watch?v=bbp2vcNb7jg
https://www.youtube.com/watch?v=23mBeaGmQ2o
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Fig. S1. Base velocity tracking performance of the learned controller while following random commands. (A) Forward velocity, (B) Lateral velocity, (C) Yaw rate. For all
graphs, the dotted lines represent the commanded velocity and the solid lines represent the measured velocity. All commands are followed with a reasonable accuracy even
when the commands are given in a random fashion.
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Fig. S2. Base velocity tracking performance of the best existing method while following random commands. (A) Forward velocity, (B) Lateral velocity, (C) Yaw rate. For
all graphs, the dotted lines represent the commanded velocity and the solid lines represent the measured velocity. The tracking performance is significantly worse than the
learned policy.ANYmal Baseline
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Fig. 2. Quantitative evaluation of the learned locomotion controller. (A) The discovered gait pattern for 1.0 m/s forward velocity
command. The abbreviations stand for Left Front (LF) leg, Right Front (RF) leg, Left Hind (LH) leg, and Right Hind (RH) leg, re-
spectively. (B) The accuracy of the base velocity tracking with our approach. (C)-(E) Comparison of the learned controller against
the best existing controller, in terms of power efficiency, velocity error, and torque magnitude, given forward velocity commands of
0.25, 0.5, 0.75, and 1.0 m/s.

High-speed locomotion

In the previous section, we evaluated the generality and robust-
ness of the learned controller. Now we focus on operating close
to the limits of the hardware to reach the highest possible speed.
The notion of high speed is in general hardware-dependent.
There are some legged robots that are exceptional in this regard.
Park et al. [44] demonstrated full 3D legged locomotion at over
5.0 m/s with the MIT Cheetah. The Boston Dynamics WildCat
has been reported to reach 8.5 m/s [45]. These robots are de-
signed to run as fast as possible whereas ANYmal is designed
to be robust, reliable, and versatile. The current speed record
on ANYmal is 1.2 m/s and has been set using the flying trot
gait [12]. Although this may not seem high, it is 50 % faster than
the previous speed record on the platform [39]. Such velocities
are challenging to reach via conventional controller design while
respecting all limits of the hardware.

We have used the presented methodology to train a high-
speed locomotion controller. This controller was tested on the
physical system by slowly increasing the commanded velocity
to 1.6 m/s and lowering it to zero after 10 meters. The forward
speed and joint velocities/torques are shown in Fig. 3. ANYmal
reached 1.58 m/s in simulation and 1.5 m/s on the physical sys-
tem when the command was set to 1.6 m/s. All speed values
were computed by averaging over at least 3 gait cycles. The
controller used both the maximum torque (40 Nm) and the maxi-

mum joint velocities (12 rad/s) on the physical system as shown
in Fig. 3B and 3C. This shows that the learned policy can exploit
the full capacity of the hardware to achieve the goal. For most ex-
isting methods, planning while accounting for the limitations of
the hardware is very challenging, and executing the plan on the
real system reliably is harder still. Even state-of-the-art methods
[12, 46] cannot limit the actuation during planning due to limita-
tions of their planning module. Modules in their controllers are
not aware of the constraints in the later stages and, consequently,
their outputs may not be realizable on the physical system.

The gait pattern produced by our learned high-speed con-
troller, shown in Fig. 3D, is distinct from the one exhibited by
the command-conditioned locomotion controller. It is close to a
flying trot but with significantly longer flight phase and asym-
metric flight phase duration. This is not a commonly observed
gait pattern in nature and we suspect that it is among multiple
near-optimal solution modes for this task. The behavior of the
policy is illustrated in movie S6.

Recovery from a fall
Legged systems change contact points as they move and are thus
prone to falling. If a legged robot falls and cannot autonomously
restore itself to an upright configuration, a human operator
must intervene. Autonomous recovery after a fall is thus highly
desirable. One possibility is to represent recovery behaviors

Efficient test-time motion
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• Output:
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• Converted to torque using a PD controller
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it is sufficiently longer than the sum of all communication delays
and the mechanical response time. In practice, the exact input
configuration is tuned with respect to the validation error. This
tuning process often takes less than a day since the network is
very small.

To train the network, we collected a dataset consisting of joint
position errors, joint velocities, and the torque. We used a sim-
ple parameterized controller that generates foot trajectories in
the form of a sine wave; the corresponding joint positions were
computed using inverse kinematics. The feet constantly made
or break a contact with the ground during data collection so
that the resulting trajectories roughly mimicked the trajectories
followed by a locomotion controller. To obtain a rich set of data,
we varied the amplitude (5⇠10 cm) and the frequency (1⇠25 Hz)
of the foot trajectories and disturbed the robot manually dur-
ing data collection. We found that the excitation must cover a
wide range of frequency spectra since, otherwise, the trained
model generates unnatural oscillation even during the training
phase. Data collection took less than 4 min since the data can be
collected in parallel from the 12 identical actuators on ANYmal.
Data was collected at 400 Hz, therefore the resulting dataset
contains more than a million samples. Approximately 90 % of
the generated data was used for training, and the rest was used
for validation.

The actuator network is a multi-layer perceptron (MLP) with
3 hidden layers of 32 units each (Fig. 5, “Actuator net” box).
After testing with two common smooth and bounded activa-
tion functions – tanh and softsign [53] – we chose the softsign
activation function, since it is computationally efficient and pro-
vides a smooth mapping. Evaluating the actuator network for
all 12 joints takes 12.2 µs with softsign, and 31.6 µs with tanh.
As shown here, the tanh activation function results in a higher
computational cost and is therefore less preferred. The two
activation functions resulted in approximately the same vali-
dation error (0.7⇠0.8 Nm in RMS). The validation result with
the softsign function is shown in Fig. 6. The trained network
nearly perfectly predicts the torque from the validation data,
whereas the ideal actuator model fails to produce a reasonable
prediction. Here the ideal actuator model assumes that there
is no communication delay and that the actuator can generate
any commanded torque instantly (i.e., infinite actuator band-
width). The trained model has an average error of 0.740 Nm on
the validation set, which is not far from the resolution of the
torque measurement (0.2 Nm) and much smaller than the error
of the ideal actuator model (3.55 Nm). Its prediction error on
test data (i.e., collected using the trained locomotion policies) is
significantly higher (0.966 Nm) but still far less than that of the
ideal model (5.74 Nm).

Reinforcement learning
We represent the control problem in discretized time. At every
time step t the agent obtains an observation ot 2 O, performs an
action at 2 A, and achieves a scalar reward rt 2 R. We refer to
reward and cost interchangeably, with cost being the negative
of the reward. We denote by Ot = hot, ot�1, . . . , ot�hi the tuple
of recent observations. The agent selects actions according to a
stochastic policy p(at|Ot), which is a distribution over actions
conditioned on the recent observations. The aim is to find a
policy that maximizes the discounted sum of rewards over an
infinite horizon:

p⇤ = argmax
p

Et(p)

"
•

Â
t=0

gtrt

#
, (1)

where g 2 (0, 1) is the discount factor and t(p) is the trajectory
distribution under policy p (the distribution depends both on
the policy and the environment dynamics). In our setting, the
observations are the measurements of robot states provided to
the controller, the actions are the position commands to the
actuators, and the rewards are specified so as to induce the
behavior of interest.

A variety of reinforcement learning algorithms can be ap-
plied to the specified policy optimization problem. We chose
Trust Region Policy Optimization (TRPO) [22], a policy gradient
algorithm that has been demonstrated to learn locomotion poli-
cies in simulation [54]. It requires almost no parameter tuning;
we use only the default parameters (as provided in [22, 54]) for
all learning sessions presented in this paper. We used a fast
custom implementation of the algorithm [55]. This efficient im-
plementation and fast rigid-body simulation [41] allowed us to
generate and process about a quarter of a billion state transitions
in roughly four hours. A learning session terminates if the aver-
age performance of the policy does not improve by more than a
task-specific threshold within 300 TRPO iterations.

Observation and action
The observations in our method should be observable (i.e., can
be inferred from measurements) on the real robot and relevant
for the task. The joint angles, velocities, and body twist are all
observable and highly relevant. Measuring the body orienta-
tion is not straightforward since only two degrees of freedom
in the orientation are observable with an Inertial Measurement
Unit (IMU). The set of observable degrees in the orientation is in
bijection with S2, or with a unit vector, which can be interpreted
as the direction of the gravity vector expressed in the IMU frame.
We denote this unit vector as fg. The height of the base is not ob-
servable, but we can estimate it from the leg kinematics, assum-
ing the terrain is flat. A simple height estimator based on a 1D
Kalman filter was implemented along with the existing state esti-
mation [56]. However, since this height estimator cannot be used
when the robot is not on its feet, we removed the height obser-
vation when training for recovery from a fall. The whole obser-
vation at t = tk is defined as ok = hfg, rz, v, w, f, ḟ, Q, ak�1, Ci,
where rz, v, and w are height, linear, and angular velocities of
the base, f and ḟ are positions and velocities of the joints, Q is a
sparsely sampled joint state history, ak�1 is the previous action,
and C is the command. The joint state history is sampled at
t = tk � 0.01 s and t = tk � 0.02 s.

The joint state history was essential in training a locomotion
policy. We hypothesize that this is due to the fact that it enables
contact detection. An alternative way to detect contacts is to
use force sensors which give a reliable contact state estimate.
However, such sensors increase the weight of the end-effectors
and consequently lower the energy efficiency of the robot. The
exact history configuration was found empirically by analyzing
the final performance of the policy.

Our policy outputs low-impedance joint position commands,
which we find to be very effective in many tasks. Peng et al. [57]
found that such a controller can outperform a torque controller
in both training speed and final control performance. Even
though there is always a bijective map between them, the two
action parameterizations have different smoothness and thus
different training difficulty. In addition, a position policy has
an advantage in training since it starts as a standing controller
whereas a torque controller initially creates many trajectories
that result in falling. Thus we use the policy network as an
impedance controller. Our network outputs a single position
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Fig. 5. Training control policies in simulation. The policy net-
work maps the current observation and the joint state history
to the joint position targets. The actuator network maps the
joint state history to the joint torque, which is used in rigid-
body simulation. The state of the robot consists of the gener-
alized coordinate q and the generalized velocity u. The state
of a joint consists of the joint velocity ḟ and the joint position
error, which is the current position f subtracted from the joint
position target f⇤.

METHOD

This section describes in detail the simulation environment, the
training process, and the deployment on the physical system.
An overview of our training method is shown in Fig. 5. The
training loop proceeds as follows. The rigid-body simulator
outputs the next state of the robot given the joint torques and
the current state. The joint velocity and the position error are
buffered in a joint state history within a finite time window. The
control policy, implemented by a multi-layer perceptron with
two hidden layers, maps the observation of the current state
and the joint state history to the joint position targets. Finally,
the actuator network maps the joint state history and the joint
position targets to 12 joint torque values, and the loop continues.
In what follows we describe each component in detail.

Modeling rigid-body dynamics
To efficiently train a complex policy within a reasonable time
and transfer it to the real world, we need a simulation platform
that is both fast and accurate. One of the biggest challenges
with walking robots is the dynamics at intermittent contacts.
To this end, we utilize the rigid body contact solver presented
in our previous work [41]. This contact solver employs a hard
contact model that fully respects the Coulomb friction cone
constraint. This modeling technique can accurately capture the

true dynamics of a set of rigid bodies making hard contacts with
their environment. The solver is not only accurate but also fast,
generating about 900,000 time steps per second for the simulated
quadruped on an ordinary desktop machine. Because we need
hundreds of millions of samples to train a complicated policy,
this solver was key to our work.

The inertial properties of the links are estimated from the
CAD model. We expect up to about 20 % error in the estimation
due to unmodeled cabling and electronics. To account for such
modeling inaccuracies, we robustify the policy by training with
30 different ANYmal models with stochastically sampled inertial
properties. The center of mass positions, the masses of links, and
joint positions are randomized by adding a noise sampled from
U(�2, 2) cm, U(�15, 15)%, and U(�2, 2) cm, respectively.

Modeling the actuation
Actuators are an essential part of legged systems. Fast, power-
ful, lightweight, and high-accuracy actuators typically translate
to dynamic, versatile, and agile robots. Most legged systems
are driven by hydraulic actuators [51] or electric motors with
gears [3], and some even include dedicated mechanical compli-
ance [5, 52]. These actuators have one thing in common: they
are extremely difficult to model accurately. Their dynamics in-
volve nonlinear and nonsmooth dissipation and they contain
cascaded feedback loops and a number of internal states that are
not even directly observable. Gehring et al. [39] extensively stud-
ied SEA actuator modeling. The model of Gehring et al. includes
nearly one hundred parameters that have to be estimated from
experiments or assumed to be correct from data sheets. This
process is error-prone and time-consuming. In addition, many
manufacturers do not provide sufficiently detailed descriptions
of their products and, consequently, an analytical model may
not be feasible.

To this end, we use supervised learning to obtain an action-
to-torque relationship that includes all software and hardware
dynamics within one control loop. More precisely, we train an
actuator network that outputs an estimated torque at the joints
given a history of position errors (the actual position subtracted
from the commanded position) and velocities. In this work, we
assume that the dynamics of the actuators are independent to
each other such that we can learn a model for each actuator
separately. This assumption might not be valid for other types
of actuation. For example, hydraulic actuators with a single
common accumulator might manifest coupled dynamics and a
single large network, that represents multiple actuators together,
might be more desirable.

The states of the actuators are only partially observable be-
cause the internal states of the actuators (e.g., states of the inter-
nal controllers and motor velocity) cannot be measured directly.
We assume that the network can be trained to estimate the inter-
nal states given a history of position errors and velocities, since
otherwise the given information is simply insufficient to control
the robot adequately. The actuator used in this work is revolute
and radially symmetric, and the absolute angular position is
irrelevant given the position error. We use a history consisting of
the current state and two past states that correspond to t � 0.01
and t � 0.02 seconds. Note that too sparse input configuration
might not effectively capture the dynamics at high frequency
(> 100 Hz). This issue is partially mitigated by introducing a
smoothness cost term, which penalizes abrupt changes in the
output of the policy. Too dense history can also have adverse
effects: it is more prone to overfitting and computationally more
expensive. The length of the history should be chosen such that



PID Controllers

• Consider a 1D system with 1D control. Unknown dynamics, but 
we know that a positive control , increases 

• Suppose we want to bring the system to a desired state 
• Proportional control: 
• Just P control has the risk that system has a non-zero steady state 

error (think a robot arm under gravity)

• Add an integral term: , 

• Just PI control can cause systems to oscillate
• Add a derivative term: 

• Total control: 
• https://www.matthewpeterkelly.com/tutorials/pdControl/index.html 

u x
xd

uP = − kp(x − xd)

uI = − kII(t) I(t) = ∫
t

0
(x(t) − xd(t))dt

uD = − kD( ·x − ·xd)
uP + uI + uD

https://www.matthewpeterkelly.com/tutorials/pdControl/index.html
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Fig. 1. Creating a control policy. In the first step, we identify the physical parameters of the robot and estimate uncertainties in the
identification. In the second step, we train an actuator net that models complex actuator/software dynamics. In the third step, we
train a control policy using the models produced in the first two steps. In the fourth step, we deploy the trained policy directly on
the physical system.

lated system and contact dynamics with learning methods that
can handle complex actuation (Fig. 1, steps 1 and 2). The rigid
links of ANYmal, connected through high-quality ball bearings,
closely resemble an idealized multi-body system that can be
modeled with well-known physical principles [40]. However,
this analytical model does not include the set of mechanisms
that map the actuator commands to the generalized forces act-
ing on the rigid-body system: the actuator dynamics, the de-
lays in control signals introduced by multiple hardware and
software layers, the low-level controller dynamics, and compli-
ance/damping at the joints. Since these mechanisms are nearly
impossible to model accurately, we learn the corresponding map-
ping in an end-to-end manner – from commanded actions to the
resulting torques – with a deep network. We learn this “actuator
net” on the physical system via self-supervised learning and
use it in the simulation loop to model each of the 12 joints of
ANYmal. Crucially, the full hybrid simulator, including a rigid-
body simulation and the actuator nets, runs at nearly 500K time
steps per second, which allows the simulation to run roughly a
thousand times faster than real time. About half of the runtime
is used to evaluate the actuator nets, and the remaining computa-
tions are efficiently performed via our in-house simulator, which
exploits the fast contact solver of Hwangbo et al. [41], efficient
recursive algorithms for computing dynamic properties of artic-
ulated systems (composite rigid-body algorithm and recursive
Newton-Euler algorithm) [40], and a fast collision detection li-
brary [42]. Thanks to efficient software implementations, we did
not need any special computing hardware, such as multi-CPU or
multi-GPU servers, for training. All training sessions presented
in this paper were done on a personal computer with one CPU
and one GPU, and none lasted more than eleven hours.

We use the hybrid simulator for training controllers via rein-
forcement learning (Fig. 1, step 3). The controller is represented
by a multi-layer perceptron that takes as input the history of the
robot’s states and produces as output the joint position target.
Specifying different reward functions for RL yields controllers
for different tasks of interest.

The trained controller is then directly deployed on the phys-
ical system (Fig. 1, step 4). Unlike the existing model-based
control approaches, our proposed method is computationally
efficient at runtime. Inference of the simple network used in this
work takes 25 µs on a single CPU thread, which corresponds to
about 0.1% of the available onboard computational resources
on the robot used in the experiments. This is in contrast to
model-based control approaches that often require an external
computer to operate at sufficient frequency [13, 15]. Also, by sim-
ply swapping the network parameter set, the learned controller
manifests vastly different behaviors. Although these behaviors
are trained separately, they share the same code base: only the
high-level task description changes depending on the behav-
ior. In contrast, most of the existing controllers are task-specific
and have to be developed nearly from scratch for every new
maneuver.

We apply the presented methodology to learning several com-
plex motor skills that are deployed on the physical quadruped.
First, the controller enables the ANYmal robot to follow base
velocity commands more accurately and energy-efficiently than
the best previously existing controller running on the same hard-
ware. Second, the controller makes the robot run faster than ever
before, breaking the previous speed record of ANYmal by 25 %.
The controller can operate at the limits of the hardware and
push performance to the maximum. Third, we learn a controller
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Fig. 5. Training control policies in simulation. The policy net-
work maps the current observation and the joint state history
to the joint position targets. The actuator network maps the
joint state history to the joint torque, which is used in rigid-
body simulation. The state of the robot consists of the gener-
alized coordinate q and the generalized velocity u. The state
of a joint consists of the joint velocity ḟ and the joint position
error, which is the current position f subtracted from the joint
position target f⇤.

METHOD

This section describes in detail the simulation environment, the
training process, and the deployment on the physical system.
An overview of our training method is shown in Fig. 5. The
training loop proceeds as follows. The rigid-body simulator
outputs the next state of the robot given the joint torques and
the current state. The joint velocity and the position error are
buffered in a joint state history within a finite time window. The
control policy, implemented by a multi-layer perceptron with
two hidden layers, maps the observation of the current state
and the joint state history to the joint position targets. Finally,
the actuator network maps the joint state history and the joint
position targets to 12 joint torque values, and the loop continues.
In what follows we describe each component in detail.

Modeling rigid-body dynamics
To efficiently train a complex policy within a reasonable time
and transfer it to the real world, we need a simulation platform
that is both fast and accurate. One of the biggest challenges
with walking robots is the dynamics at intermittent contacts.
To this end, we utilize the rigid body contact solver presented
in our previous work [41]. This contact solver employs a hard
contact model that fully respects the Coulomb friction cone
constraint. This modeling technique can accurately capture the

true dynamics of a set of rigid bodies making hard contacts with
their environment. The solver is not only accurate but also fast,
generating about 900,000 time steps per second for the simulated
quadruped on an ordinary desktop machine. Because we need
hundreds of millions of samples to train a complicated policy,
this solver was key to our work.

The inertial properties of the links are estimated from the
CAD model. We expect up to about 20 % error in the estimation
due to unmodeled cabling and electronics. To account for such
modeling inaccuracies, we robustify the policy by training with
30 different ANYmal models with stochastically sampled inertial
properties. The center of mass positions, the masses of links, and
joint positions are randomized by adding a noise sampled from
U(�2, 2) cm, U(�15, 15)%, and U(�2, 2) cm, respectively.

Modeling the actuation
Actuators are an essential part of legged systems. Fast, power-
ful, lightweight, and high-accuracy actuators typically translate
to dynamic, versatile, and agile robots. Most legged systems
are driven by hydraulic actuators [51] or electric motors with
gears [3], and some even include dedicated mechanical compli-
ance [5, 52]. These actuators have one thing in common: they
are extremely difficult to model accurately. Their dynamics in-
volve nonlinear and nonsmooth dissipation and they contain
cascaded feedback loops and a number of internal states that are
not even directly observable. Gehring et al. [39] extensively stud-
ied SEA actuator modeling. The model of Gehring et al. includes
nearly one hundred parameters that have to be estimated from
experiments or assumed to be correct from data sheets. This
process is error-prone and time-consuming. In addition, many
manufacturers do not provide sufficiently detailed descriptions
of their products and, consequently, an analytical model may
not be feasible.

To this end, we use supervised learning to obtain an action-
to-torque relationship that includes all software and hardware
dynamics within one control loop. More precisely, we train an
actuator network that outputs an estimated torque at the joints
given a history of position errors (the actual position subtracted
from the commanded position) and velocities. In this work, we
assume that the dynamics of the actuators are independent to
each other such that we can learn a model for each actuator
separately. This assumption might not be valid for other types
of actuation. For example, hydraulic actuators with a single
common accumulator might manifest coupled dynamics and a
single large network, that represents multiple actuators together,
might be more desirable.

The states of the actuators are only partially observable be-
cause the internal states of the actuators (e.g., states of the inter-
nal controllers and motor velocity) cannot be measured directly.
We assume that the network can be trained to estimate the inter-
nal states given a history of position errors and velocities, since
otherwise the given information is simply insufficient to control
the robot adequately. The actuator used in this work is revolute
and radially symmetric, and the absolute angular position is
irrelevant given the position error. We use a history consisting of
the current state and two past states that correspond to t � 0.01
and t � 0.02 seconds. Note that too sparse input configuration
might not effectively capture the dynamics at high frequency
(> 100 Hz). This issue is partially mitigated by introducing a
smoothness cost term, which penalizes abrupt changes in the
output of the policy. Too dense history can also have adverse
effects: it is more prone to overfitting and computationally more
expensive. The length of the history should be chosen such that

• Training:
• Collect data on physical 

platform by executing hand-
crafted gaits

• varying frequencies, speeds
• Record commanded joint 

locations, and associated 
torques
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Fig. 6. Validation of the learned actuator model. The measured torque and the predicted torque from the trained actuator model
are shown. The “ideal model” curve is computed assuming an ideal actuator (i.e., zero communication delay and zero mechanical
response time) and is shown for comparison. (A) Validation set (B,C) Data from a command-conditioned policy experiment with
0.75 m/s forward command velocity and its corresponding policy network output, respectively (D,E) Data from a high-speed loco-
motion policy experiment with 1.6 m/s forward command velocity and its corresponding policy network output, respectively. Note
that the measured ground truth in (A) is nearly hidden since the predicted torque from the trained actuator network accurately
matches the ground-truth measurements. Test data is collected at one of the knee joints.

reference, which is converted to torque using fixed gains (kp =
50 Nm/rad and kd = 0.1 Nm/rad/s) and zero target velocity.
The position gain is chosen to be roughly the nominal range
of torque (±30 Nm) divided by the nominal range of motion
(±0.6 rad). This ensures that the policy network has similar
output range for torque and position. The velocity gain is chosen
to be sufficiently high to prevent unwanted oscillation on the real
robot. From our experience, the final locomotion performance is
robust against a small change in gains. For instance, increasing
the position gain to 80 Nm/rad does not noticeably change the
performance.

Note that the position policy we use here is different from
position controllers commonly used in robotics. Position con-
trollers are sometimes limited in performance when the position
reference is time-indexed, which means that there is a higher-
level controller that assumes that the position plan will be fol-
lowed at high accuracy. This is the main reason that torque con-
trollers have become popular in legged robotics. However, as in
many other RL literature, our control policy is state-indexed and
does not suffer from the limitations of common PD controllers.
The policy is trained to foresee that position errors will occur and
even uses them to generate acceleration and interaction forces.

In addition, thanks to kinematic randomization, a trained policy
does not solely rely on kinematics: the policy inevitably has to
learn to exert appropriate impulse on the environment for loco-
motion. This makes our policy more robust since impulse-based
control approaches are known to be more robust against system
changes and model inaccuracies [44].

Policy training details
The control policies presented in this work were trained only
in simulation. In order to train performant policies using only
simulated data, we follow both standard and problem-specific
training procedures. Here we describe them in detail and explain
the rationale behind them.

Training control policies for locomotion have been demon-
strated multiple times in literature. [22, 24, 25]. However, many
of the trained policies do not manifest natural motions and it is
highly questionable if they will work on physical systems. Some
researchers have noticed that naive methods cannot generate
natural-looking and energy-efficient locomotion behaviors [58].
Low penalty on joint torque and velocity results in unnatural
motions whereas high penalty on them results in a standing
behavior. The main reason for the standing behavior is that such
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• Actuators and system delays, etc were hard to model
• Test time inference speed
• Used a nominal physics model in simulation
• Policy outputs joint locations, converted to torque values using P controllers
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Fig. 1. Deployment of the presented locomotion controller in a variety of challenging environments.

Learning Quadrupedal Locomotion over Challenging Terrain J. Lee, et al. Science Robotics 2020.
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